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Abstract 
Since their invention in the 1980s, the logic density of 
FPGAs has increased exponentially with time. This 
increase of logic density first led to the development of 
synthesisable HDLs, and is now leading to the 
development of high-level languages that target FPGAs 
(FPGA HLLs). There is now a range of C-to-VHDL 
compilers, FPGA HLLs that use variant of the ANSI C 
syntax as their input. These languages have many features 
in common, as well as distinguishing features. The 
authors present Nallatech’s DIME-C compiler, its 
features and its novelties. The DIME-C compiler has been 
used to program a 64-node FPGA supercomputer created 
as part of the FPHCA project [7]. Using DIME-C to 
program the supercomputer resulted in significant 
performance increases (up to 110×) and increased 
productivity. Some conclusions on design methodology 
are then drawn. 

 
 

1. Introduction 
 

Since the mid 1980s, developers have used Field 
Programmable Gate Arrays (FPGAs) in industrial and 
academic projects to increase application performance. 
During this period, the logic densities of FPGAs have 
increased exponentially. Exponential increases in logic 
density have led to crises in design productivity. 
Designing on early FPGAs essentially consisted in hand-
placing logic resources. Increased logic densities led the 
majority of designers to switch to using electronic design 
automation (EDA) design tools. These tools compiled and 
synthesized hardware descriptions languages (HDLs) to 
create a physical design in terms of the FPGA’s resources.  
VHDL and Verilog are the best-known examples of such 
languages.  With floorplanning techniques, a designer 
needs to describe the exact physical layout they require. 
The designer creates this physical layout from their 
understanding of the circuit behaviour they require. The 
circuit behaviour they require stems from the algorithm 
they wish to implement. Larger logical densities meant 

designers could implement complex algorithms on 
FPGAs, with more complicated circuit behaviours. The 
advent of EDA tools permitted designers to focus on their 
algorithm and the circuit behaviours it required, and 
largely spared them the concern of how these designs 
mapped to hardware. Since this time, EDA tools have 
become commonplace and HDL is now the most common 
form of design entry for FPGAs. As ever, logic densities 
have continued to increase exponentially. The need to 
consider how the circuit that implements an algorithm 
should behave is now a demanding task. There is now 
scope for tools that allow designers to focus on the 
structure of their algorithm, tools that abstract away the 
production of HDL code that describes circuit behaviour. 
Several such tools now exist that allow designers to 
program FPGAs using high-level language syntaxes such 
as C, C++ and FORTRAN [1]. Graphical or schematic-
based programming environments also exist to develop 
algorithms for implementation on FPGAs. 
 

Using high-level languages to program FPGAs has two 
distinct motivations. One is to allow people with little or 
no experience of HDLs to transition to FPGA 
programming. The other is to make existing hardware 
engineers more productive and cost-efficient [3]. 
 

There is now an active market for high-level languages 
(HLLs) that target FPGAs. We shall restrict our 
discussion to those that fit roughly into the category of C-
to-VHDL compilers. C is the high-level syntax for the 
majority of FPGA HLL tools because C is one of the few 
languages that is familiar to both software and hardware 
engineers alike. The following tools can be considered C-
to-VHDL compilers: Nallatech’s DIME-C, SRC’s Carte, 
Impulse’s Impulse-C [2], Mitrionics’ Mitrion-C, Mentor 
Graphics’ Catapult-C, Celoxica’s Handel-C and Los 
Alamos’ Trident compiler. ANSI standards, produced in 
1989 and 1999 define the C programming language. The 
C-to-VHDL languages that target FPGAs do not adhere to 
any standards. They all use a version of the C syntax that 
differs from the ANSI standard. Some languages, such as 
DIME-C, are faithful to a subset of the ANSI C standard. 



Others, such as Impulse-C and Handel-C are supersets of 
ANSI C, containing proprietary additions to the standard. 
Finally, some syntaxes, such as that of Mitrion-C, diverge 
so significantly from the standard C syntax that they fit 
somewhat uncomfortably into the category of C-to-VHDL 
compilers.  
 

All FPGA HLL tools require users to structure their 
algorithm in a manner that will result in optimal hardware 
structures. Designers must prepare the algorithm for a 
two-level compilation process. Firstly, the FPGA HLL 
will create a behavioural description of the algorithm, 
specifying in exact detail how logical operations will 
occur in relation to clock cycles. The description will exist 
in some form of HDL. This behavioural description will 
then be passed to a second compilation process where 
abstract logical operations are assigned to FPGA logic 
resources, routing and pin mappings. This two-step 
compilation process is usually fully automatic from the 
perspective of the FPGA HLL designer. In order to obtain 
the best performance, designers must pipeline and 
parallelise as much of their algorithm as possible. The 
limiting constraints are the nature of the algorithm, the 
resources available on the FPGA and the capabilities of 
tool and designer combined. FPGA Pipelines have no 
theoretical depth limit and a single design may have 
multiple parallel pipelines, with depths of hundreds or 
even thousands of cycles. This, combined with other 
parallelisation techniques such as logic replication and 
concurrent scheduling of independent operations, gives 
FPGAs their vast performance potential. The approach 
taken to generate parallel and pipelined structures is a 
distinguishing factor between FPGA HLLs. Some 
languages, such as Handel-C, require users to explicitly 
tag sections of code to pipeline or schedule in parallel. 
Others, such as Trident or DIME-C, have the philosophy 
that the tool should attempt to parallelise and pipeline 
code wherever it sees the opportunity. DIME-C also has 
certain pragmas or compiler directives that allow users to 
specify large-scale logic duplication without adding any 
non-ANSI-compliant grammar to its syntax.  
 

An important feature that distinguishes FPGA HLLs 
from the lower-level HDLs is their capability for handling 
arithmetic that combines different datatypes. Users can 
mix integer and floating-point computation without having 
to consider the additional logical structures that are 
required. These include conversions of operators and 
results. Not all FPGA HLLs have the same capabilities in 
this regard. In DIME-C, Trident and SRC’s Carte, support 
for floating-point computation is part of the language 
itself. Other languages, such as Handel-C only support 
floating point via libraries and this naturally affects how 
users mix datatypes. 
 

Handel-C differs yet further from the majority of C-to-
VHDL compilers in that it is cycle accurate. It requires 
users to specify the clock cycles on which operations are 
scheduled. This means that users have a more powerful 
tool at their disposal but have less abstraction from the 
design process. Users of Handel-C must still describe the 
circuit behaviour that their algorithm requires. 

 
FPGA HLL users require a means of functionally 

testing their algorithms as they develop them in the HLL 
syntax. As the two-step hardware compilation process can 
take anything from minutes to hours, and because it can be 
extremely difficult to debug an algorithm in hardware, 
debug should take place in software running on a 
microprocessor. Most tools offer a proprietary debug 
environment that geared to accepting their variant of the C 
syntax. DIME-C code, being a subset of ANSI C standard 
code, can be compiled using a standard C compiler such 
as the GNU C Compiler (gcc).  
 
Many of the FPGA HLL tools that are available offer the 
capability to integrate libraries of low-level cores into the 
language and instantiate them as function calls. SRC’s 
Carte environment is one such tool. DIME-C also has this 
capability. The low-level cores are blocks of logic that are 
designed either using DIME-C itself or using a more 
traditional HDL design process. The cores are described 
in a library descriptor file that gives DIME-C all the 
information about the file that is necessary for 
implementing the logic block as part of a greater logical 
structure. The entire mechanism is designed in such a way 
as to make the instantiation of library cores appear the 
same to the user as a C function call. The user adds in the 
library descriptor file to a project in the same manner that 
they would add in a statically linked library file in ANSI 
C. The function calling prototype is found in a header file, 
as in ANSI C.  
 
FPGA HLL tool developers, Nallatech included, are at 
present working together to form a standard for library 
cores that would allow them to be shared between FPGA 
HLL tools. This standard effort is being carried out as part 
of the CORELIB workgroup of the OpenFPGA 
organization [9]. This level of standardization would 
enable the reconfigurable computing community to 
collaborate on developing libraries that would work on a 
range of software tools and hardware platforms, thereby 
benefiting the entire community. 
 
There are a number of low-level library cores available to 
DIME-C users at present. There are library cores that 
allow users to access off-chip memory resources such as 
SRAM and SDRAM. These are relatively complex 
electronic designs that are presented to the user as simple 
C function calls, giving total abstraction from this area of 



complexity.  There are also a range of floating-point math 
functions, ranging from the elementary functions such as 
log and exp [10] [6], through to utility functions like 
ldexp and frexp. There are also math functions that handle 
the special requirements of pipelined sections of code, 
such as pipelined functions that correspond to the += and 
*= operators. 
 

Nallatech have developed the DIME-C tool both as a 
tool for designers that use Nallatech reconfigurable 
computing platforms, as well as for use by Nallatech 
researchers and engineers working on industrial and 
academic projects. Research and development of DIME-C 
is continuous. The feature set expands with time, and the 
conversion process that turns algorithms into HDL is 
improved to obtain the best performance possible for the 
hardware targeted. The rest of this paper is split into two 
main sections. The first is concerned with presenting some 
of the innovations and features of DIME-C that 
distinguish it from other compilers. The second section 
presents on the use of DIME-C to program a 64-node 
FPGA-based supercomputer. Some conclusions on FPGA 
HLL design methodologies are then drawn.   
 

2.  DIME-C Innovations and Features 
 

2.1. DIME-C Syntax 
 

As mentioned before, DIME-C uses a syntax that is a 
subset of ANSI C. There a number of justifications for the 
nature of DIME-C’s syntax. 

 
2.1.1. Lack of Pointer Support.  Only the elements of 
ANSI C grammar that are most easily representable in 
hardware have been kept. Pointers are not supported in the 
DIME-C syntax. Pointers can be used for storing 
addresses, addresses of addresses of data, etc. In hardware 
everything is implemented and will have a physical 
instantiation. Without pointers code will directly show 
parallel use of resources within the code. If pointers were 
used it could be more difficult for the compiler to track 
parallel use of hardware resources.   
 
2.1.2. Omissions of Redundant Grammar. Most of 
the other omissions in the grammar are due to the origins 
of DIME-C. As the tool developed, ANSI C grammar was 
added to increase the functionality of the tool. As a 
consequence, certain types of switch statements or loops  
do no exist, if the same functionality can be obtained by 
another means. Recently added to DIME-C have been 
structures. These can be very useful for certain 
applications, though it is not possible to create arrays of 
structures. 

 

2.1.3. No Additional Keywords.  Within DIME-C it is 
possible to handle FIFO channels or exchanges with 
FPGA memories by using ANSI-C function calls. The 
grammar therefore remains standard ANSI C. The 
development philosophy in DIME-C is to increase 
functionality without breaking out of the confines set by 
the ANSI C grammar. DIME-C may one day encompass 
the full ANSI C grammar, but it should never go beyond 
it.  
 

2.2. Compiler Improvements 
 

The DIME-C Integrated Development Environment 
(IDE) provides an interface for project management: it 
allows easy access to the source and header files of the 
project and a tool box for options related to the VHDL 
synthesis process. The following compiler features are, to 
the authors’ understanding, particular to DIME-C 
 
2.2.1. Double Clocking of Logic and Memory. There 
is no mandated clock frequency for logic generated by the 
DIME-C compiler. Each design generated by DIME-C 
will have a single clock input. The majority of the logic in 
the eventual design will run from this clock. The 
maximum clock frequency applicable to a DIME-C design 
depends on the logic depth and routing complexity of the 
generated VHDL, and on any placement constraints that 
accompany it.  

The Nallatech H101 card is populated with a Xilinx 
Virtex-4 LX FPGA [4], with off-chip memory provided 
by SRAM and SDRAM banks. The SRAM is clocked at 
precisely double the rate of the general DIME-C logic that 
runs on the card. Therefore, if the main DIME-C clock is 
running at 100MHz, off-chip memory accesses will occur 
at a rate of 200MHz. This increases the number of 
accesses that can be made to off-chip memory resources 
from within pipelined code sections in DIME-C.  

Certain other FPGA resources and logic blocks are 
also suitable for this kind of double clocking. In Xilinx 
Virtex-4 devices, dedicated dual-ported blocks of SRAM 
can be clocked at rates in excess of 200MHz. For a base 
clock running at 100MHz, this permits up to four accesses 
to a single memory block from within pipelined code 
sections in DIME-C. Floating-point unit (FPU) cores [5] 
are resource-hungry logic blocks that, accompanied with 
placement hints, can easily be clocked at more than 
double the base logic clock rate. This double-clocking 
effectively gives the compiler one free FPU for each one it 
instantiates within a pipelined code section. Thus a 
pipelined code section with two multiplies, two additions 
and a divide will only require the instantiation of one 
multiply, one addition and one divide.  

 



2.2.2. Resource Sharing between Non-Concurrent 
Code Sections.  Double clocking of clock resources is not 
the only means by which the resource requirements of an 
algorithm can be reduced. When implementing two code 
sections that execute non-concurrently there is scope for 
resource sharing between the two code sections. For 
example: If an algorithm consists of two for loops, 
executed one after the other, then resources can be shared 
between these for loops. Imagine a situation where a first 
loop requires ten multiplication FPUs and eight addition 
FPUs, then is followed by a second loop requiring eight 
multiplication FPUs and ten addition FPUs. DIME-C 
would automatically instantiate only ten addition and ten 
multiplication FPUs (further reduced to five and five by 
deploying double-clocked FPUs). Through these two 
resource optimization techniques we can see how in this 
simple example DIME-C would have reduced resource 
requirements by 72%! 
 
2.2.3. Optimal Use of Dedicated Resources. Recent 
FPGAs have function-specific blocks of logic in addition 
to the generic look-up-table (LUT) and register logic. An 
example of such a function-specific block is the DSP48 
block of the Xilinx Virtex-4 family of FPGAs. This block 
contains, amongst other things, an 18-bit-by-18-bit 2’s 
complement multiplier. Given the likelihood of users 
wishing to implement multipliers, it is far more efficient to 
implement them directly in transistors rather than to build 
them from LUT and register logic. When there are 
DSP48s available, it is almost always better to use them 
for multiplication than use generic logic. The problem 
comes when there are not enough DSP48 blocks to 
accommodate the necessary number of multipliers. This is 
a common problem on Virtex-4 LX devices. DIME-C 
automatically implements multipliers on DSP48 blocks as 
a priority, then switches to implementing them directly in 
logic when the DSP48s are depleted. Thus DIME-C 
generated HDL is likely to instantiate a mix of DSP48-
based and logic-based multipliers.  
 
2.2.4. DIME-C Reduction Functions.  One challenge 
when programming an application in a C-to-VHDL 
compiler is writing code that can be pipelined. The 
operators += and *= are recursive because they use the 
previous value of a variable to calculate its next value.  
Such recursive code cannot be pipelined by DIME-C 
when the datatypes concerned require multiple clock 
cycles to produce a result. Special functions that use 
reduction methods are required, and these are presently 
provided to users as part of a math library. This allows 
users to perform these operations in pipelined loops 
without any difficulties. 
 
2.2.5. DIME-C Memory Access Library. As DIME-C 
is designed to access Nallatech hardware, users also have 

at their disposal a set of functions to efficiently access the 
external SDRAM memories populating Nallatech 
motherboards. The basic idea behind these functions is to 
make the most of the 128-bit wide port of the SDRAM 
bank, regardless of the type of data stored in the SDRAM. 
A cache controller is kept fed by the SDRAM on one side, 
and it is accessed by DIME-C at the standard logic 
frequency when needed. This extra management of the 
interface to the SDRAM is hidden to the user who only 
needs to request the data as and when they need it. Using 
this caching process provides up to about 95% of the 
maximum capabilities of the bandwidth of the SDRAM 
bank. 

 

3. Programming a 64-node FPGA-Based 
Supercomputer using DIME-C 

 

3.1. Maxwell: The FPGA Supercomputer [7] 
 

The FPGA High Performance Computing Alliance 
(FHPCA) formed in early 2005 with the goal of 
demonstrating the capabilities of an on 64-node FPGA-
based supercomputer. The FHPCA brings together 
Algotronix, Alpha Data, The Edinburgh Parallel 
Computing Centre (EPCC), The Institute for System 
Level Integration (ISLI), Nallatech and Xilinx.  The 
project was founded by the Scottish Enterprise micro and 
optoelectronics team. 
 

To demonstrate the capabilities of the FPGA 
supercomputer Maxwell, the team implemented three 
applications on the machine. Both reconfigurable 
computing vendors involved in the project, Alpha Data 
and Nallatech, implemented each of the algorithms on 32 
of the machine’s 64 nodes. Alpha Data developed their 
applications using either Handel-C or VHDL. Nallatech 
used its own software tools: DIME-C and DIMETalk1. 

 
In addition to the hardware element of the project, 

there has been an ongoing effort to develop a Parallel 
Tool Kit (PTK) [8], the software layer that controls the 
hardware. The purpose of the PTK is to present a simple 
model to end users, despite the fact the underlying 
machine consists of a heterogeneous mixture of 
processing and memory elements. The PTK is a set of 
C++ classes that manage parallel execution of different 
hardware using a Message Passing Interface (MPI). 

 
The three applications chosen for implementation all 

differ in their data access patterns, and all showed 
different performance characteristics once implemented. 

                                                 
1 DIMETalk is a graphical IDE for generating bit files for Nallatech 
Hardware. DIMETalk uses Xilinx’s physical synthesis tool, ISE. 



Ohm 3D2 deals with data exchange between external 
memories on the FPGA motherboard (SDRAM) and with 
communications between FPGAs. DI3D3 realises a high 
number of computations on a large amount of data, using 
the SDRAM and SRAM of the motherboard. The Monte 
Carlo (MC) simulation4 carries out a lengthy computation. 
 

Programming Maxwell has been a training platform for 
DIME-C; facing such complex programming issues, the 
compiler has been enriched with new features (described 
in section 2). The project has also been an opportunity to 
compare a pure VHDL programming approach to using a 
C-to-VHDL compiler. 

 

3.2. Programming with a C-to-VHDL Compiler 
 

Using DIME-C and DIMETalk, it has actually been 
possible to program Maxwell without writing any VHDL. 
This means that users of the Maxwell system can program 
without having to develop hardware design skills. 
Additionally, the applications developed have been a 
success in their own right, running faster than the original 
software versions. 
 
3.2.1. DI3D: A Large, Complicated Algorithm   
DI3D is a 600-line C++ algorithm. It is a sequence of 
image processing operations, such as filtering, on a 
number of different images. Implementing a pipelined 
VHDL version of the design would take months. The 
greatest difficulties are those inherent in creating and 
modifying complex pipelining and buffering of data. It is 
difficult for the human mind to keep track of all the 
timings and delays that are necessary in order to design 
the structure. Worse still, mistakes in the pipelines are 
introduced and it can be punishingly difficult to track 
down and resolve these errors.  Using DIME-C facilitates 
the process and gives the user a hardware version of the 
code within minutes: the pipeline delay creation is entirely 
automated. 
 

In a complex algorithm like DI3D, the challenge is to 
restructure the code to allow DIME-C to pipeline it. Using 
DIME-C allows the user to keep verifying that the 
algorithm’s restructuring is not changing its functionality, 
by running software simulations of the evolving code. 
When developing the algorithm using an HDL, it is 
difficult to confirm that the evolving algorithm 
implementation has the intended functionality. A user 
developing an algorithm in HDL must construct it out of a 

                                                 
2 Ohm 3D computes 3D matrices  
3 DI3D is an application belonging to Dimensional Imaging. The 
software creates a 3D model of a face from two 2D pictures 
4 MC is an open source code of a financial algorithm for pricing Asian 
options using a Monte Carlo resolution method 

series of smaller components, verifying these subunits 
individually. The difficulty of simulating such a complex 
design in HDL is vast.  A full simulation of the DI3D 
using a full data set (16 MB of pixels) would take weeks 
to complete. For research purposes, during the 
development of DI3D, the VHDL code created by DIME-
C was simulated. To simulate one third of the algorithm 
working on 0.5kB of data it took almost 15 minutes. 
Working on larger amount of data would push the 
simulator to its limits and the simulating computer’s 
memory requirements would be enormous.  

 
Using a C-to-VHDL compiler to develop a complex 

algorithm allows the user to easily read and modify their 
code to try a variety of algorithmic approaches. Having 
knowledge of HDLs can be helpful in the development 
process, but is not a necessity. 

 
3.2.2. Monte Carlo: A Simple Algorithm.   
Converting the Monte Carlo algorithm to compile in 
DIME-C was trivial, as 100% of the code was supported 
by DIME-C grammar. Furthermore, the size of the 
algorithm made it easily synthesizable on an FPGA. 
However, the algorithm still needed to be restructured in 
order to pipeline it optimally. With DIME-C’s library 
functions, this was a simple process. 

 
C-to-VHDL compiler code is readable and easy to 

modify. Designing with it is a far less time-consuming and 
therefore more productive process. Users familiar with 
such compilers would not contemplate using an HDL to 
implement complex algorithms that require a lot of 
optimizations or modifications. 

 
3.2.3. Programming Time: Comparison between 
DI3D and Monte Carlo. The context of the FHPCA 
project gave us the opportunity to evaluate the use of a C-
to-VHDL compiler to implement large, complex designs.  
 

Programming DI3D within DIME-C took around 9 
weeks in total. The programming effort can be divided 
into 3 steps. The first step of converting the C++ source 
code to a hardware pipelined C version took about 3-and-
a-half weeks. Converting the algorithm from floating point 
to fixed point took 3 weeks. Finally, testing and improving 
the code was 2-and-a-half weeks’ work. While 
implementing this algorithm, the DIME-C compiler was 
improved. The time to make these improvements is part of 
the 9 weeks taken to implement the algorithm. 

The final hardware implementation produced results 
with a six times speed up over the software 
implementation. 

 
Developing the first pipelined version of the Monte 

Carlo algorithm took one-and-a-half days. Parallelising 



the calculations that take place in the innermost loop of 
the algorithm took around a week and a half. With 
physical synthesis and testing included, the work took just 
under two weeks to complete. 

The final hardware implementation of DI3D showed a 
speedup of 110 over the software version. 

 

3.3. Methodology for Working with C-to-VHDL 
Compilers 

 
Lessons learned on the best way to program an FPGA-

based supercomputer using a C-to-VHDL compiler can 
now be presented. 

 
3.3.1. Step 1: Conversion from Source Code to C. If 
the original code is not in C, then it must first be 
converted. Some grammar conversions are therefore 
necessary. This is quite an easy step, though it naturally 
depends on the nature of the source language. Some 
automated translation tools exist for converting languages, 
e.g. for converting FORTRAN code into C. 

 
3.3.2. Step 2: Creating a Software Simulation. For 
testing any change to the original source code and 
guarantee the accuracy of results it is important to 
duplicate every change of the DIME-C C code in a 
software simulation of the code. This ensures that 
functionality does not change as the code evolves. 

 
3.3.3. Step 3: Adapting the Code for Performance. 
To speed up a code it is usually necessary to pipeline it. 
Other modifications are often necessary. For example, it is 
important to reshape the algorithm to have memory access 
patterns that best suit the target architecture. The 
bandwidth of memories can become a problem for certain 
applications and exchanging data with the host or with 
external memories on the FPGA carrier board can be a 
bottleneck in data-oriented algorithm. When modifying 
the DIME-C code, always duplicate the changes in the 
software simulation. 

 
3.3.4. Step 4: Synthesizing and Executing the 
Algorithm in Hardware. This is the final step before a 
functional hardware version verification of the design.  
 

It should be stressed that perhaps the most important 
design aspect of implementing an algorithm on FPGAs is 
verifying that functionality is not changing as the code is 
optimized for performance. 
 

4. Conclusion 
 

The DIME-C compiler is constantly evolving to tackle 
the challenges of implementing large, complex designs on 

state-of-the-art hardware. Recent modifications to the 
compiler have focussed on improving performance while 
making efficient use of FPGA resources. Novelties 
include the double clocking of certain logic blocks, the 
sharing of resources between non-concurrent code 
sections and the optimal deployment of dedicated FPGA 
resources such as the DSP48s. Another key of feature of 
DIME-C is the ability to integrate core libraries in a 
software-style manner. Library IP core instantiation are 
just function calls in a DIME-C program.  

 
DIME-C is a tool capable of accelerating algorithms to 

levels far beyond what is possible with microprocessors. 
This has been shown in the context of the FHPCA project 
to build an FPGA supercomputer. The C-to-VHDL design 
strategy was efficient in terms of speed up of the 
applications and in time taken to program them.  

The FHPCA now has at its disposal an FPGA-based 
Supercomputer for accelerating highly parallel algorithms. 
The challenge is now to be to transmit the savoir-faire of 
programming such a unique machine to the High 
Performance Computing (HPC) community. It is 
important to notice that programmers without knowledge 
of VHDL now have the opportunity to program Maxwell 
without having to learn a new language. Only ANSI-C, a 
common programming language is needed. However, 
some understanding of the underlying hardware 
organisation is necessary to develop algorithms to reach 
their maximum performance potential. 
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