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ABSTRACT 

 

The benefits of FPGA-based computing in the military 

embedded context are now well established. As the 

reconfigurable computing industry is maturing, a number 

of interrelated factors are creating a drive towards 

standardization and FPGA-specific design methodologies. 

High-Level Languages for FPGAs are becoming common 

and have increasing functionality for integrating IP cores. 

The OpenFPGA CORELIB working group is look to set a 

standard for these cores. FPGAs excel at input/output 

processing. VITA 57 is looking to define the FMC module 

standard for FPGA I/O. Intel’s Quickassist strategy and 

the  resultant FSB-FPGA module have the potential to 

change the way FPGA accelerators are integrated into 

microprocessor-based systems. Finally, an example is 

presented of an I/O module and a core libraries being used 

in an FPGA high-level language. A fully-pipelined FFT is 

implemented that accepts a new input word at a 3GHz rate 

from an ADC.  

 
INTRODUCTION 

 

The benefits of FPGA-based computing in the military 

embedded context are now well established. For some 

embedded applications, size, weight and power constraints 

mean that FPGA-based systems are the only rational 

choice. FPGAs have powerful capabilities for integrating 

high-performance input and output devices that allow for 

the development of powerful but compact systems.
[1,2]

  

Typically they will carry out pre- and post-processing of 

input and output data. The I/O capabilities of FPGAs mean 

they can be interfaced to a virtually limitless range of input 

and output devices. FPGAs now have substantial 

reconfigurable logic, dedicated DSP and memory 

resources. This allows them to handle high-bandwidth data 

loads. In many embedded systems the computational 

capabilities of FPGAs are a good match for the application 

being targeted. In other cases however one or more 

microprocessors will be required. In this case the FPGAs 

will take the intense input data loads and process them 

such that more meaningful, lower bandwidth, information 

can be passed to the microprocessor-based subsystem.  

The microprocessors can implement algorithms that, 

although they are less compute intensive, are complex, 

with much predication. This process repeats itself in 

reverse as the output of the microprocessor-based 

algorithm, the processed information, is expanded by 

FPGA processing into raw data once more and passed to 

the relevant output device.  Figure 1 below shows an 

example of this setup. 

 

 
Figure 1 – Reconfigurable System with Microprocessor(s), 

Input and Output 

 

As the reconfigurable computing industry is maturing, a 

number of interrelated factors are creating a drive towards 

standardization and FPGA-specific design methodologies. 

The increasing logic density of FPGAs means that it is 

becoming increasingly demanding to create and verify 

complex algorithms and I/O interactions when operating at 

the register transfer level (RTL). This is creating a demand 

from users for high-level approaches to implementing 

applications on reconfigurable systems. The limitations of 

existing non-FPGA-specific hardware standards on one 

side, and the disadvantages of having a range of 

proprietary FPGA standards on the other are creating a 

drive towards FPGA-oriented hardware standards. Finally, 

to simplify the deployment of efficient, computationally-

intense algorithms on FPGAs, there is a requirement for 

the creation of IP cores that can be easily ported between 

reconfigurable platforms and integrated into high-level 

design flows. This paper will detail how a high-level 

approach to building reconfigurable systems is emerging 

with particular reference to two emerging standards for 

FPGA computing: The VITA 57 standard for the FPGA 

Mezzanine Card (FMC). Additionally, industry 
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recognition of the need for embedded accelerators is 

discussed, with specific reference to the Intel FSB module 

and its accompanying Accelerator Abstraction Layer 

(AAL). An example implementation is then presented. In 

this implementation, DIME-C, a high-level FPGA 

language, is used to implement an algorithm that integrates 

low-level functional cores and interfaces to I/O. DIME-C 

interfaces with a 3 giga-samples per second (GSPS) 

analog-to-digital converter (ADC), then passes the input 

data to 16 fully-pipelined fast Fourier transform (FFT) IP 

cores, implemented on Xilinx Virtex-4 FPGAs.  

 

HIGH-LEVEL LANGUAGES FOR FPGAS 

 

Using high-level languages to program FPGAs has two 

distinct motivations. One is to allow people with little or 

no experience of HDLs to transition to FPGA 

programming. The other is to make existing hardware 

engineers more productive and cost efficient. There is now 

an active market for high-level languages (HLLs) that 

target FPGAs.  

In the example that concludes this paper, DIME-C is used, 

and it can be considered as being representative of the 

many high-level languages for FPGAs that now exist. 

Nallatech has developed DIME-C as a tool for application 

developers that use Nallatech reconfigurable computing 

platforms, as well as for Nallatech researchers and 

engineers working on industrial and academic projects. 

DIME-C uses a syntax that is a subset of ANSI C. It will 

automatically seek to convert input C code into HDL that 

describes pipelined and parallel structures wherever 

possible. Research and development of DIME-C is 

ongoing. The feature set expands with time, and the 

conversion process that turns algorithms into HDL is 

improved to obtain the best performance possible for the 

hardware targeted. DIME-C offers the possibility of 

integrating low-level core libraries into the language to 

offer the best mix of high productivity, low resource use 

and high performance.  

 

STANDARDS FOR CORE LIBRARIES 

 
Many of the FPGA HLL tools that are available offer the 

capability to integrate libraries of low-level cores into the 

language and instantiate them as simple function calls. 

Cores are usually designed using standard HDLs to 

maximize resource use and performance.  Core Libraries 

allow users to enjoy the design productivity and 

abstraction from complexity that high-level languages 

offer while leveraging the high performance and low 

resource consumption that traditional development 

techniques offer. The cost for these clear advantages 

occurs in the design and verification of these cores 

themselves. 

FPGA HLL tool developers are at present working 

together to form a standard for library cores that would 

allow them to be shared between FPGA HLL tools. This 

standard effort is being carried out as part of the 

CORELIB workgroup of the OpenFPGA organization.
[3]

 

This level of standardization would enable the 

reconfigurable computing community to collaborate on 

developing libraries. These libraries would be suitable for 

use with a range of software tools and hardware platforms, 

thereby benefiting the entire community.  

 

The specific goals of this effort include the following: 

 

• To develop a standard for describing the interface 

and operating characteristics for cores that 

facilitates the integration of these cores within 

high-level programming language compilers and 

other FPGA design tools. 

• To develop a standard for libraries of cores that 

facilitates the building, distribution and integration 

of cores across tools and hardware platforms. 

• To encourage the use of these standards by 

compiler developers, core developers, universities, 

and other tool vendors. 

• To create a synergistic environment where 

programmers, and core developers can create the 

most effective implementations of applications on 

FPGA-based systems. 

• To promote the creation of general purpose and 

application specific core libraries for use across 

the available tools and platforms. 

 

There are a range of organizations that exist presently with 

similar goals to the CORELIB group. These include the 

SPIRIT consortium, opencores.org, OCP-IP and the 

Virtual Socket Interface Alliance. Although all of these 

organizations have similar goals to the CORELIB group, 

none of them provide an answer to all of CORELIB’s 

specific requirements, so there is a need for a new group.  

 

In order to integrate IP cores into a high-level language, 

the cores must be accompanied by a descriptor file that can 

be read by all of the relevant high-level tools. This 

descriptor file describes the clocking, timing, control and 

data properties of IP cores. The approach CORELIB is 

pursuing is to create an extensible markup language 

(XML) specification for representing these details. This is 

to be based on the Spirit Consortium IP-XACT format. 

The CORELIB effort has not yet produced a draft 

standard, so for this reason the cores integrated in the 

example in this paper use DIME-C’s proprietary format. 

 

VITA 57 – FPGA MEZZANINE CARDS 
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The VITA Standards agency is at present defining a new 

standard for FPGA mezzanine cards
[5,6]

, intended 

principally to carry I/O to and from a larger FPGA-based 

system. These module cards would be mounted on VME, 

VPX, VPX REDI, CompactPCI, CompactPCI Express, 

Advanced TCA, AMC, PCI, PCI Express, PXI and PXI 

Express Carriers. These modules are intended to displace 

XMC and PMC modules wherever possible, and are also 

intended to replace around ten proprietary FPGA I/O 

module standards that are in existence. An FMC module is 

approximately half the size of an XMC card. Figure 2 

shows a typical FMC module. FMC modules are intended 

to provide a direct interface to I/O. As such they presume 

that the module will interface to an FPGA on the carrier 

card, and no protocols are mandated for data transfer. A 

range of signaling standards are permitted: LVDS, single-

ended and multi-gigabit serial. Mechanical properties are 

defined by the standard, focusing on the minimal size of 

the FMC, supporting conduction cooling and 

ruggedization and on delivering a module standard that 

scales from low to high-end performance. As is typical 

with mezzanine modules, single and double width modules 

are specified such that the latter can facilitate applications 

that require additional carrier card bandwidth, greater front 

panel real-estate or an increase in the PCB area. FPGAs 

provide a high pin count capability which can operate at 

multi gigabit per second speeds. The latest connector 

technology has been chosen and allocated to accommodate 

this high performance interface from the I/O on the 

mezzanine module to the FPGA residing on the carrier 

card. The FMC mezzanine module has been designed to 

minimize design effort and resources. This can be 

recognized through the removal of fixed protocols, 

minimal system support and flexible pin allocation. FMC 

modules can be ruggedized and can either be air cooled or 

cooled by conduction. They sit atop FMC carrier cards. 

There are single width and double-width cards of 69mm 

and 129 mm respectively. Single width FMC modules 

have one connector to their carrier card. Double width 

cards may have one or two connectors. Vita 57 FMC 

module connectors can be high pin count (HPC) with 400 

pins or low pin count (LPC), having 160 pins.  

 

There are three parts to VITA 57: VITA 57.1 is the 

electromechanical standard for FMCs. VITA 57.1 is 

already well advanced, having produced a draft standard. 

Work is shifting to VITA 57.2 and then to VITA 57.3. 

VITA 57.2 defines an electronic datasheet that should 

accompany all FMC modules. This datasheet should 

consist of an XML schema and a specification document 

that describes the module in such a way as to permit its 

easy integration into a greater system and, where possible, 

to permit automatic integration via high-level tools. VITA 

57.3 looks to define the standards for firmware cores that 

will accompany each FMC module. These firmware cores 

will be instantiated in the FPGA to which an FMC module 

connects. These firmware cores are intended to simplify 

the task of integrating the FMC module into a system, 

while preserving the high bandwidth and low latency this 

is characteristic of FMC I/O. It should be noted that there 

are some similarities in goals between the VITA 57 and 

the CORELIB groups, and these are being investigated by 

the groups concerned. 

 

 

 
 

Figure 2 - Typical example of single width 

commercial grade FMC Module 
 

 

As the FMC standard has not yet matured to the stage of 

producing standards-conformant modules, the example 

that follows features a Nallatech DIME-II-standard 

module, the BenADC-3G. The BenADC-3G marries two 3 

GSPS 8-bit ADC channels to a Virtex-4 FPGA (SX55 or 

LX160) on a Nallatech DIME-II module. Multi-

gigasample ADCs allow digital receivers to be agile, 

supporting multiple applications over a broad range of 

frequencies and bandwidths. With digitized input, there is 

no longer a need for costly and bulky front-end processing 

and the removal of analog circuitry makes systems more 

reliable, repeatable and accurate.  

 

 

PHYSICAL STRUCTURE OF RECONFIGURABLE 

COMPUTING PLATFORMS 

 



4 of 7 

A simplified vision of a reconfigurable computing 

platform can be seen below in Figure 3. The diagram 

shows only the elements of a reconfigurable computing 

platform, but does not show the details. This is because 

reconfigurable computing platforms can have a variety of 

architectures based around these elements. There could be 

one or more microprocessor chips, and the chips 

themselves contain one or more microprocessor cores. 

There are a variety of possible structures linking 

microprocessors and their memory hierarchy. Peripheral 

Interconnect is another area seeing much change, as 

developments such as Intel’s Geneseo and Quickassist 

endeavors
[7]

 point towards peripheral devices such as 

accelerators and input/output devices being treated as 

relative equals in future compute platforms. The 

interconnect between the FPGA- and microprocessor-

based subsystems of the reconfigurable system is not 

detailed. This is another area that has undergone rapid 

change in recent years. Up until quite recently the majority 

of reconfigurable computers possessed a PCI host 

interface, with low memory bandwidth and high latency. 

This host interface was seen by the reconfigurable 

computing community as a bottleneck. Reconfigurable 

computing platforms have since embraced a variety of 

standard and non-standard interconnects to overcome this 

perceived weakness. Some RCs have implemented the 

PCI-X
[8]

 interface, SGI have their own proprietary 

solution
[9]

, some, such as SRC, overcame the memory and 

latency problems by plugging their FPGA subsystem into a 

DIMM memory slot.
[10]

 The current state of the art 

solutions are PCI Express and Hypertransport connected 

FPGA subsystems.
[11]

 The FSB-FPGA accelerator, the 

product of a collaboration between Intel, Xilinx and 

Nallatech, has the highest bandwidth of any commercially 

available RC subsystem at 6.4 GBytes/s.
[7]

 
 

 
 

Figure 3: Physical Elements in a Reconfigurable 

Computing Platform 

 

DEVELOPMENT AND RUNTIME ELEMENTS OF 

RECONFIGURABLE COMPUTERS 

 

Figure 4 shows the runtime elements of a reconfigurable 

computing system. These same elements can be viewed 

from the application development perspective. Software 

Application is the top-level application, created as 

conventional software, with calls to both software libraries 

and hardware-accelerated function libraries. Software 

Libraries are simply the software libraries used in the 

application, some standard libraries and some user-

defined. The Accelerator Library offers calls that appear 

as software calls to the end user and hide the complexity of 

interfacing to the hardware abstraction layer. The 

Hardware Abstraction Layer bridges the gap between 

software and the interface with the FPGA-based 

subsystem.  

The reconfigurable computing platform developers 

themselves have typically been the ones to implement 

these hardware abstraction layers. Nallatech’s FUSE is an 

example of the proprietary approach to providing a 

software application programming interface (API) to the 

FPGA-based subsystem
[12]

. The OpenFPGA working 

group GENAPI has been looking at defining a standard 

API for use across all participating vendors’ hardware.
[13]

 

However, as has often occurred throughout computing 

history, this community-derived standard effort may be 

overshadowed by a proprietary standard. One such 

standard comes out of Intel’s Quickassist effort
[7]

: The 

Accelerator Abstraction Layer (AAL), currently focussed 

at the FSB-FPGA module. This AAL will discover, 

register and bind attached accelerator modules into the 

host system, bridging the gap between the hardware and 

software environment. Intel wishes to define consistent 

interfaces to any acceleration technology, so that a user 

can change accelerator changing their software 

application. Intel believes that this will ease design and 

stimulate the user community for accelerators by 

permitting migration between accelerators. The AAL 

should provide common protocols for communicating data 

and instructions to and from FSB accelerators and 

common policies for managing memory and dealing with 

exceptions. Intel’s development of the AAL means that 

independent software vendors (ISVs) and FPGA module 

developers no longer need to develop their own proprietary 

acceleration layers, simplifying the task of creating a high-

performance reconfigurable computer. Intel’s assurance 

that the AAL programming model is intended to be 

futureproof should also aid adoption. It remains to be seen 

whether or not Intel’s AAL will become an industry 

standard, but it has the potential to displace proprietary 

efforts and fledgling standard efforts. Intel’s statement on 

AAL and FSB modules in general is telling: Intel is 

committed to working with hardware vendors who build 

FSB-attached accelerator modules, as well providers of 

compilers for FPGAs, to integrate AAL into their offerings. 

This complements Intel's open approach to FSB-coupled 
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accelerators, in which they provide not only the physical 

ability to connect to the FSB but also the register transfer 

logic (RTL) and drivers necessary to develop FSB 

solutions. 
The Host Interface exists as firmware on one of 

the FPGAs of the FPGA subsystem. It may partly 

dedicated ICs that handle data transfer over the host-FPGA 

interface. Historically, this host interface has been 

developed by the developers of the reconfigurable 

platform. Xilinx’s participation in the FSB-FPGA project 

shows us an example of how in future this host interface 

firmware may be delivered by the FPGA vendors 

themselves. Input/Output Connections are the physical 

connections to I/O. This could be a connection to a VITA 

57 module, or pins going to a bank of memory on the 

FPGA board. Input/Output Management would contain 

firmware that interfaced with I/O and it would connect this 

with functional units that required I/O. Integrating I/O is 

ideally something carried out automatically by a high-level 

development tool, leveraging IP cores and metadata 

descriptors. I/O management, key to integrating VITA 57 

modules, may be integrated into the Accelerated 

Algorithms themselves. The Accelerated Algorithms 

represent the main logical unit or units that implement the 

processing that is the focus of the FPGA-based subsystem. 

These accelerated algorithms are implemented in a high-

level language and may leverage off-chip I/O and low-

level functional cores. Finally Library Cores would 

contain optimised functional cores for common operations 

that are instantiated by the high-level language compiler, 

such as are covered in the discussion on CORELIB.  

 

 
 

Figure 4: Runtime & Development Hierarchy of a 

Reconfigurable Computing Platform 

 
Different classes of user can operate at different levels of 

the development hierarchy, with abstraction from design 

complexity increasing the higher up the chain the user 

stays. For example, an expert user may wish to define their 

own library cores using a hardware description language 

(HDL), and conceivably customise each element in the 

hierarchy, right up to the software application. At the other 

extreme a user may be presented with software callable 

hardware-accelerated functions, and this user could create 

their application with limited or no understanding of the 

complexities of FPGA-based computing. 

 

APPLICATION EXAMPLE – STREAMING 3GHz 

1024-POINT FFT 
 

The work presented here looks at the implementation of a 

1024-point streaming fast Fourier transform (FFT) 

performed on a full data-rate pipe from the output of a 3 

gigasamples per second (GSPS) analog-to-digital 

converter (ADC).  The processing for this task is carried 

out by two Xilinx Virtex-4 FPGAs, an LX160 and an 

LX100. These FPGAs are situated on a BenADC-3G and a 

BenData-V4 module respectively. These modules are 

placed on a four-high BenNUEY-PCI-104 stack. 

Nallatech’s DIME-C compiler is used to create the high-
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performance FFT processing structure by integrating 

firmware cores. The purpose of this project was not to 

produce an optimal hardware FFT core, see 
[14,15]

 for 

optimal hardware. Instead the purpose was to examine 

how a high-level tool might leverage predesigned cores to 

simplify embedded system development. 

 

Figure 5 below shows the basic architecture for the FFT 

core. The BenADC3G firmware outputs sixteen 8-bit input 

data words at a rate of 187.5 MHz. It would be optimistic 

to expect DIME-C to be able to generate all its logic at this 

clock rate. Instead, the firmware that interfaces to the ADC 

is input to DIME-C as a library core at half that rate, 

meaning that 32 8-bit words are input every 93.75 MHz 

clock cycle. When in streaming mode, DIME-C reads in 

these 32 words on each clock cycle and stores them in 

locally declared arrays that utilize BRAM. From here, the 

data is fed into what, from the DIME-C compiler’s 

perspective, appears to be 32 FFT cores, accessed in pairs. 

In reality these FFT cores are running at double the DIME-

C clock rate at 187.5 MHz, giving the illusion of two FFT 

cores operating at a slower rate.  

  

 

 
 

Figure 5: Parallel Streaming FFT Architecture 
 

Xilinx Core Generator was used to generate an FFT core 

suitable for use. As can be seen from table 1 below, the 

FFT core consumed 1789 slices, 12 DSP48s and 9 

RAMB16s. For the BenADC-3G there is a choice between 

an SX55 and an LX160 FPGA. The SX55 has 512 DSP48 

blocks, each containing an 18-by-18 2’s complement 

multiplier and an accumulator. The amount of general slice 

logic is limited however at 24,576 slices. The LX160 is at 

the opposite end of the spectrum, with an enormous 

amount of slice logic at 67,584 slices, but a limited 96 

DSP48 blocks. Table 1 shows that in each of these devices 

only 8 FFT cores can be implemented. The LX160 is 

limited because of the DSP48s and the SX55 is slice 

limited. From Figure 1 we can see that the streaming FFT 

architecture requires 16 FFT cores, when both the SX55 

and the LX160 can only accommodate 8 cores. It is 

recognized that the abundant slice logic of the LX160 

would permit the construction of an alternative FFT core 

that used no DSP48s in its construction. However, the 

timescales of this project did not permit this optimization 

of resources. The LX160 was selected as the FPGA for the 

BenADC-3G in this case, as 8 FFT cores could be fitted on 

a single device with more than sufficient slices in reserve 

for implementing DIME-C logic, control logic and the 

necessary input/output firmware. To implement the other 

eight cores, a second FPGA is required. An LX100 is 

sufficient for this task and it is sited on a BenDataV4 

module. Figure 6 shows the resultant system architecture. 

The two FPGAs carry out all major processing and are 

connected directly to each other over the local system 

interconnect.  

 

 

 

 

 

 

 

 

 

Table 1: Resource Consumption of FFT Cores 

  
No. of FFT 

Cores 
1 8 16 

Slices 1789 14281 28562 

DSP48s 12 96 192 

RAMB16s 9 72 144 

% of LX160 

Slices 

2.6 21.2 42.4 

% of LX160 

DSP48s 

12.5 100 200 

% of SX55 

Slices 

7.3 58.4 116.8 

% of SX55 

DSP48s 

2.3 18.4 36.8 
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Figure 6: FPGA System Architecture 
 

CONCLUSIONS 

 

There are a number of efforts underway in the FPGA 

computing industry aiming to develop formal standards. 

The VITA 57 FMC module standard is seeing serious 

development, with the first draft standards now being 

produced. OpenFPGA’s CORELIB is aiming to unite the 

different high-level language tool developers to create a 

single standard for IP integration into their tools. There are 

synergies between the two efforts. Intel’s AAL initiative 

has the potential to create a de facto standard for 

integrating FPGA accelerators into high-performance 

compute systems, but this approach has yet to be tested in 

the marketplace.  

From the example application presented we have 

seen that using a high-level language for FPGAs with core 

libraries is an effective and productive manner in which to 

produce an embedded system with links to high-

performance I/O. The majority of the resource 

consumption comes from the implementation of cores that 

are optimized and not from compiler-generated logic. The 

clock rate for the system is decided by the input data rate, 

and is not affected by the lower clock rate of the DIME-C-

generated code.  
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